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Abstract. This paper analyzes how performance of a basic teleopera-
tion task are influenced by the viewpoint of the video feedback, using
a remote mobile robot. Specifically, the viewpoint is varied in terms of
height and tilt and the influence on a basic task, such as following some
pre-defined paths, is analyzed. The operators are able to control one mo-
tor degree of freedom and up to two perceptive degrees of freedom. It
is shown that performance vary depending both on the viewpoint and
on the amount of perceptive freedom; in particular, the chosen metrics
give better results when more perspective and, surprisingly, a more con-
strained perception is deployed. Furthermore, the contrast between the
actual performance and the performance perceived by the operators is
shown, which allows to discuss about the need of quantitative approaches
in measuring the efficiency of a teleoperation task.

1 Introduction

Teleoperating a mobile robot through its camera is intuitively the most natural
way to drive the robot. The user takes the viewpoint of the robot, so he/she
could feel present in the remote environment. Such is the role of an efficient
immersion in general, which uses sensory information and associated displays
technology that are combined to obtain a feeling of being present in an environ-
ment different from the real one [She92]. According to Helmholtz’ doctrine of
unconscious inference in 1882 and a lot of other studies [Pfa96], even with an
ideal sensory stimulation that matches the original environment, the perceived
world is different from the veridical world, because it is seen through certain and
chosen sensory channels and is interpreted and re-constructed by our own expe-
rience. So the efficiency of a system to achieve a task can be different from the
perception that teleoperators could have, and systems need to be evaluated with
neutral but quantified criteria. The case of vision feedback is, as a consequence,
much more complicated than evaluations of comfort or sensation of immersion.

The purpose of this paper is twofold: first, we present preliminary results in
studying quantitative metrics to evaluate operators’ performance while guiding
a remote robot through visual feedback, particularly when such feedback is given
from some very different points of view; second, we compare such metrics to a



more qualitative evaluation and show how difficult may be to infer the operators’
performance from a mere qualitative study.

The utilization of robot’s camera for teleoperation has been widely spread.
However, this interface is still lacking in supporting perfect visual feedbacks. This
is mainly due to the known drawbacks such as the reduced Field Of View (FOV),
the video transfer latency, the unintuitive interface for camera’s control or the
loss of directional sense. Several techniques have been employed according to the
literature to improve user’s comfort and efficiency through the visual feedback.
In order to compensate the Head Mounted Display (HMD) latency (due to this
minimal procedure: obtaining HMD position, controlling the robot’s camera, and
finally obtaining video’s point of view), authors of [Fia05] proposed the use of
panoramic images that cover the whole potential FOV of the user. On the other
hand, and about the loss of directional sense, we can find systems that display
pitch and roll information of robot’s camera [Nie07][La03], where experiments
show an efficient compensation with such displays in addition to the real view of
the camera. Depth perception is a major problem, and has been partially solved
through the use of stereoscopic cameras [LP06][SN00] with adjusted parallax
that improve perception feeling and comfort.

Generally speaking , such solutions compensate known problems, but it’s still
possible to improve the initial system itself, through the accurate evaluations of
human’s characteristics, limits and needs. In [TC06] the minimum video frame
rate is evaluated, while in [Cho05] and [Ra05], the authors underline the im-
portance of the FOV and the resolution of displays like a HMD for distortion
perception: region warping are more perceptible with higher (and quantified)
FOV and resolutions. Other studies underline the internal conflicts felt by human
and provided by teleoperation systems [BR98], as only a few sensory channels
are stimulated. [DED98] highlights the human’s mental construction of spatial
knowledge and understanding of a remote environment through VR, reality, and
maps. It also highlights the differences of perception and understanding accord-
ing to the methods of exploration and the restrictions posed by the displays
like the FOV or the displacements through a mouse. On the contrary, the visual
channel can be distorted in a controlled way to improve task efficiency [CMA03].

However, to the best of our knowledge there is still a lack of effort in evaluat-
ing how the different points of view of the video feedback, for a given task, can
affect performance and, second, how this performance can be measured. Specif-
ically, it is not yet clear how the relative amount of task-based or user-centered
metrics can contribute to infer the goodness of a teleoperation task, and how
these metrics relate to the effort being demanded to the operator. Furthermore,
given that distant world inherently cause distorted perception, there is also lot
to do in research on the way such perception can bias, positively or negatively,
the operator’s judgement about their own performance, thus leading qualitative
feedback far from the quantitative results.



2 Performance evaluation of teleoperation task

In this work we aim at finding ways to measure the capability of a teleoperator to
achieve a simple task. This can be a path following task that the operator must
perform: the path can be depicted on the ground and the user must drive the
robot as close as possible to this path. The evaluation is done by comparing the
path traced by the mobile robot and the original path. This allows us to drive
some conclusions concerning the behavior of the operator. Specifically, one way
to measure the degree of accuracy of the task is to compute the surface between
the theoretical (T ) and the experimental (E) path. Each path is modeled as a
curve, approximated by a piecewise linear segments joined by points in a 2D
space: the approximation comes from the fact that the position and orientation
of the robot is sampled, e.g by a camera acquisition system. By considering
that the T and E frequently cross each other, the in-between surface S can be
computed as:
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where I ∈ {T ∩ E} is the set of points in which the two paths intersect,
Pi ∈ {T ∪ E} is a subset of points between two consecutive intersection, p and
p+1 are two consecutive points in each subset and x, y are the 2D coordinates of a
point. The inner sum is the known Surveyor’s formula for the calculus of the area
of a polygon. S can be interpreted as a surface-based error. Furthermore, because
we make test across different paths of different lengths, we can normalize by the
theoretical path lengths by defining a Normalized Average Distance (NAD):
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With such metric, the operators with a high/low NAD will be likely to have
experienced a higher/lower deviation in following the main path. Such deviations
are related to the degree of ability people have to change mentally their point of
view (POV) or, on the contrary, it may represent the distortion the teleoperation
system imposes to them. In other words, the deviation depend (at least partially)
on the fidelity of the perception of space that each operator can feel. Figure
2(d) depicts an example of surface S, where the area is depicted in gray. The
relationship is partial because other ingredients are missed such as the motor
transformation between the hand actions and the robots rotations.

3 Experimental setup

3.1 Description of the protocol

In the experiments, the users had to follow as best as they could a stained path,
by carrying out the teleoperation of an Unmanned Ground Vehicle (UGV) using



a joystick for motor control output and a Head Tracking System (HTS) for
perceptive control input. The users didn’t have any previous knowledge about
the UGV or the path, and during the experiments they could rely on the sole
subjective vision by teleoperating in a separated room. To reduce the experiment
variability, the speed of the vehicle was fixed to 0.15 m/s (25% of the maximum
speed). This way, the user only had to care about one degree of freedom of the
UGV, i.e. the steering, and two degrees of freedom for the HTS (pan & tilt):
this way the comparisons can be simpler and clearer.

The experiment was carried out by 7 people (3 women and 4 men), with an
age range from 22 to 46 years old. Every user made a total number of 9 trials, i.e.
3 paths by 3 POV configurations. The use of the HTS was alternated between
trials, so there is an average of 3.5 users for every possible combination of paths,
POV and pan & tilt. The total amount of trials is then 63 (7 users times 9 trials).
To avoid the influence between experiments, the user never made two trials in a
row (the user distribution is interlaced): rather, we tried to maximize the time
between two successive trials.

The scene could be observed via three different POV, each of them corre-
sponding to a different [tilt, height] pair (see Table 3.1(a)). The height is re-
ferred to the ground level and the tilt angle is referred to the horizon: the higher
the value, the more the camera is looking down. Note that the users could not
perform “self-observation”, thus they were not able to develop any possible new
proprioceptive model. After every trial, the users were asked to draw the shape
of the path. Finally, once all trials were finished, the users filled a short form
with questions regarding to the subjective perception of the experiment.

3.2 Unmanned Ground Vehicle (UGV) and User Interface

The UGV used during testing was a small vehicle (0.27m length x 0.32m width)
which was built using a commercial platform. This base has four motored wheels
without steering system. The speed control of each wheel is used to steer the
vehicle. Figure 1(a) shows a picture of the UGV. The pan & tilt camera system
was placed in a vertical guide in order to change the height of the camera. This
systems uses a manual configuration since the height was only changed between
experiments and not during them. The webcam has a standard resolution of
640x480 pixels and a horizontal FOV of 36 degrees. For the experiments the
frame capture was made at 15 frames per second.

The user interface is composed by three main elements:

(a) Points of view

1 2 3

Height (m) 0.073 0.276 0.472
Tilt angle (deg) 1.5 29.0 45.0

(b) Paths

1 2 3

Length (m) 19.42 16.10 9.06
Width (m) 0.28 0.28 0.42

Table 1. Experimental constraints (a) and paths data (b)



(a) General view of the
UGV, with Vicon markers

(b) Operator during the experiments

Fig. 1. Experimental setup

– Head Mounted Display. The user watched the images acquired by the UGV’s
webcam through a HMD system (see figure 1(b)).

– Joystick. The user only controlled the steering of the UGV, since it travels at
constant speed. To make the control as natural as possible, the vertical rota-
tion axis of the joystick was chosen (see figure 1(b)). The joystick orientation
was recorded during the experiments.

– Head Tracking System. To acquire the user’s head movement when control-
ling the pan & tilt movement of the camera, a wireless inertial sensor system
was used (see figure 1(b)). The head orientation was also recorded during
the experiments.

3.3 Data acquisition system and Paths Description

During the experiments, the position and rotation of the UGV as well as the
movement of the UGV’s webcam was recorded at 50Hz using an optical motion
capture system (Vicon1). Such system acquires the position of seven markers
placed on the UGV (see Figure 1(a)) by means of 10 infra-red cameras (8 x
1.3Mpixel MX cameras and 2 x 2Mpixel F20 cameras). The raw data coming
from this system was then properly reconstructed and filtered to extract the
robot center. The user’s input (joystick and HTS) was recorded with a frequency
of 10Hz, since that is the rate of the UGV’s commands. To analyze the data,
this information was resampled to 50Hz with a linear interpolation.

Three different paths were used in the experiments because we intend to
compare the results in different conditions and across different styles and path
complexities. They were placed under the Vicon system, covering a surface of

1 http://www.vicon.com



(a) Path 1 (b) Path 2

(c) Path 3 (d) S Metric

Fig. 2. Paths used for the experiments and the S metric applied to Path 1

about 13 square meters. The first path (figure 2(a)) is characterized by merlon
and sawtooth angles. The second path (figure 2(b)) has the same main shape of
the first but is covered CCW by the robot and has rounded curves of different
radius. The thid (see figure 2(c)) is simpler with wider curves and with rounded
and sharp curves. The table 3.1(b) shows a measure comparison between paths.

4 Results

In this section we organize results according to our proposed metrics in a quan-
titative way, while results coming from questionnaires are commented in a qual-
itative evaluation. We then discuss about how these two approaches comply.

4.1 Quantitative evaluation

We analyzed the performance of teleoperators across the 63 trials: Figure 3(a)
shows that, according to the metric S, users spanned error surfaces in the range
of [0.67,4.96] square meters. However, two outliers appear (largest S values):
we verified that these correspond to trials in which the users got lost from the
beginning, and whom we let pursue their trial until they arbitrarily decided to
stop. We then observe the metric NAD in function of both users and POV
(Figure 3(b)): brighter cells correspond to lower NAD, i.e. the experimental
path was closest to the theoretical one. Clearly the POV closer to the ground
and giving more perspective entails a better performance. The blackest cells, i.e.
the biggest errors, are influenced by the two outliers: note that both outliers come
from two different users, unaware of the mutual performance, who experienced
the second path (this cannot be inferred from pictures) watched from the highest
point of view (POV=3) with HTS activated on the camera. This is interesting,
since they were exactly in the same condition: we will see that, even without
outliers, this is the condition of average worst performance, and that this result
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Fig. 3. Global per-trial (a) and per-user (b) performance on the whole test set. In (a)
we evidence the presence of two outliers as well as the order of magnitude of the surface
S, in (b) the brighter the color, the lower the NAD, i.e. the better the performance.

provides a hint for the role of adding degrees of freedom. In order to analyze data
more consistently, we derive a reduced test set without outliers (61 trials): Figure
4(a) plots, for each POV, the bar related to the performance in NAD across the
three paths, as well as their mean and standard deviation depicted as circle and
vertical segments: performance get worse as the POV increases in height and
tilt. In fact the middle and highest POV gives the worst performance, and while
their mean is similar in absolute ( NAD =0.140 and 0.142 meters respectively),
the third POV compels users to a higher standard deviation (0.047 and 0.065
meters respectively). This denotes that with less perspective there is a higher
tendency to deviate from the correct path. This is intuitive, since less perspective
implies less chance given by the system to the operator to plan the future path
and to anticipate the mid-long term controls. We will see that this goes against
the user perceived performance. For the sake of completeness, we note that
including the outliers would make the bars increase monotonically for increasing
heights, thus make the phenomenon more evident. The best performance is, in
contrast, reached at the lowest POV (0.10 mean and 0.032 meters std), in which
the perspective played an active role in keeping the mobile robot tight to the
theoretical path. It is interesting to note that the global NAD mean on the 61
trials is 0.127 meters, which is less than half the width of any path: this means
that users, on average, stayed in the corridor or within the lines (with a std of
0.052 meters), and globally complied with the protocol requests.

4.2 Qualitative evaluation

As anticipated in Section 3, users were asked a few questions about their global
performance: specifically, they were asked 1) how many paths they perceived
during the whole session, 2) whether the HTS was useful to achieve the task or
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Fig. 4. Average and per-POV (a) and per-user (b) performance on the reduced test-set.
In (a) we show the per-POV NAD mean (circle) and standard deviation (segments),
as well as how they distribute across paths. In (b) we show that for this task the pan
& tilt feature was detrimental for performance.

to 3) globally perceive the environment, 4) whether a POV with more perspec-
tive was more useful and 5) to list the paths in decreasing order of self-evaluated
performance. Table 2 shows the given answers for each user number. Answers to
q.2 shows that the three POV were so different that some users thought to expe-
rience more than three paths. Given that each path had its own color, the result
is surprising. Answers to q.2 and 3 were different across users: they show that
users judged the HTS detrimental in 4 out of 7 cases, but rather good for the
global perception of the environment (5 out of 7). By comparing such answers
to Figure 4(b) we derive that pan & tilt is generally an advanced feature which,
nonetheless, makes performance drop, which is a counter-intuitive result. This
may indicate that global exploration and the task achievement required differ-
ent kind of level of attention. This fact is confirmed by the extreme difficulty
in drawing the geometrical shape of the path right after the experiment. Inter-
estingly, the two users (5 and 6) who indicated pan & tilt useful for good task
achieving were actually wrong (performance were worse, we claim because of
distorted perception), but experienced the smallest differences with and without
pan & tilt (see the relative height difference between white and black bars).

More interesting are answers to questions 4 and 5: we know from Figure 4(a)
that performance (both mean and std) are decreasing with increasing height.
This goes against the users evaluation. In fact a ”no” / ”yes” should imply
better performance with POV=3 / POV=1 and vice versa. It is enough to look
at Figure 3(b) to realize that self-evaluated performance corresponds to the
actual performance (in parenthesis) only for two users. We consider not a chance
that these two users are also the best performing ones. This demonstrates first



Table 2. Users’ evaluation: number of perceived paths, HTS judged useful for task
achievement and global perception, perspective judged useful (actual result), preferred
paths (actual result)

user paths HTS for task HTS for global persp.useful (perf) pref.paths (perf)
1 3 no no no(yes) 321 (321)
2 3 no yes no(yes) 231 (213)
3 6 no no yes(no) 321 (213)
4 4 no yes yes(yes) 231 (213)
5 6 yes yes yes(yes) 123 (213)
6 3 yes yes no(yes) 321 (132)
7 4 no no no(yes) 312 (132)

that the perception is on average distorted and second that distorted perception
is related to a worst performance. Finally, the Table shows that there is rare
correspondence between preferred paths and paths ordered by descending actual
performance. In particular, path 1 was underestimated, while path2 and path3
overestimated. This indicates a sort of distance between the perceived comfort
and the actual performance.

5 Discussion and conclusion

In this preliminary work we found that performance of a basic teleoperation
task are influenced by the viewpoint of the video feedback. Future work will
investigate how the height and the fixed tilt of the viewpoint can be studied
separately, so that the relative contribution can be derived. The metric we used
allows us to distinguish between a tightly and a loosely followed path, but one
limitation is that we still know little about the degree of anticipation and the
degree of integration of the theoretical path that an operator can develop.

Furthermore, we have shown that, non intuitively, the effects of a HTS were
detrimental for performance: we speculate that results with an active HTS could
be negative because we constrained velocity to be fixed. On one side, in fact,
we added two degrees of freedom and approached a human-like behavior, on
the other side we forced the user to take decisions at an arbitrary, fixed, and
as such unnatural speed, thus conflicting with the given freedom. However, we
point out that the operators who positively judged an active HTS also spon-
taneously used the first seconds of the experiment to watch the global path,
then concentrated on the requested task. The results coming from HTS could
also be biased by the absence of an eye-tracking system, as the true direction
of attention is not uniquely defined by the head orientation. From the question-
naire, the post-experiments drawings and from further oral comments, we can
conclude that operators cannot concentrate both on following and remembering
a path. This is a constraint and a precious hint for future considerations about
possible multi-tasking activities. Globally speaking, our evaluations show that
good performances imply that self-judgement about performance can be reliable,



while the sole judgements are misleading and cannot be used as a measure of
performance and no implications can be derived from them. This confirms the
motivation of our study about the need of quantitative measures for teleopera-
tion purposes.

We also confirmed users’ sensation are heterogeneous, i.e. that there is no
preferred mode of using the mobile robot (POV, HTS), but clearly there is
a mode which improves performance which is rather independent on the path
shape and that this mode is not evaluated by operators as the best. This confirms,
as expected in many applications, an inter-operator variability. We believe that
such variability needs to make the design of a teleoperation system adaptive and
self-compensating according to quantitative, pre-defined but possibly evolving
metrics.
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